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Let's look at what we will learn today. 

In previous sessions, we framed our SDG 3-related problem and designed core web app features. Today, we 

will structure the generative AI component that powers our web app as a discrete feature module. Rather 

than treating AI as a simple chatbot, we will define it as a structured system with explicit inputs, processing 

logic, outputs, and failure-handling protocols—culminating in a complete AI Feature Specification from 

prompt design to testing and optimization. 

 

1) Select a core AI feature and define its scope—identifying the target user and specific usage context.  

2) Structure the prompt framework by separating the System Prompt from the User Prompt.  

3) Lock the output format to JSON for seamless integration with the web app interface.  

4) Test normal, edge, and safety scenarios, resolve failure modes, and finalize the AI Feature Specification.  

< Session 2 Lecture Video > 

▶  Video Link: http://edu.e-icon.or.kr/courses/5e64b056-783c-4ab3-8108-30b4854cf0b7/lessons/1cc282e1-c7da-4e55-88fc-

27716d2817d9 

 



 

Hello. In this session, we'll learn how to design generative AI not as a simple chat tool, but as a function 

module that works inside a web app. 

When we use ChatGPT in everyday life, we tend to think of it as "an AI that answers when you ask." 

However, to actually put AI inside a web app or service, just sounding natural isn't enough.  

What matters is clearly designing what input it receives, what rules it follows to process that input, and what 

format the output takes. 

So today, instead of seeing AI as something that talks like a person, we'll look at it as a system element with 

clear inputs and outputs — in other words, a function module. 

By the end of this lesson, you will choose one AI function, design its prompt structurally, lock the output 

format, and create an AI Function Spec that includes actual test and revision records.  

 

 

The goal of this session is not just to try using generative AI, but to design it as a single function that works 

inside a web app. 



Today, we won't build multiple AI features — we'll design just one properly. First, we'll define who this AI 

helps and in what situation. Then, we'll structure the design by separating the System Prompt and User 

Prompt. 

After that, we'll lock the output format in JSON so the model's responses stay consistent, and we'll test it in 

ChatGPT or Claude, fixing any parts that fail.  

The deliverable you need to submit by the end of today's lesson is an AI Function Spec. This spec must 

include the final prompt, test results, and a record of how you fixed any failures.  

The most important point here is that it's not enough to explain a good idea in words — you need to leave 

evidence that you actually tested it. 

 

 

Let's start with the key takeaway in one sentence: AI functions are designed in four stages — Input, Process, 

Output, and Failure Response. In the Input stage, you decide what information to receive from the user. For 

example, values like language, current situation, and constraints go here. 

In the Process stage, you design what role the AI plays, and what rules and safety standards it follows when 

responding. This is the core of the prompt structure. 

The third stage is Output. Instead of letting the AI talk freely at length, you design it to produce structured 

results — like summaries or action suggestions — that the web app can actually use. 

The last stage is Failure Response. The format might break, dangerous requests might come in, or the 

desired result might not appear. In those cases, you need to plan whether to retry, switch to a safe response, 

or guide the user to seek help. 

In short, what we're building today is not an AI that sounds convincing, but a function module with 

predictable inputs, outputs, and failure handling. 

 



 

The key question on this slide is: why should we design generative AI as a function module instead of just 

using it like a chatbot? The reason is that AI inside a web app needs to work predictably, which matters more 

than just sounding natural. 

If you use it like a chatbot, as shown on the left, user questions change every time, response formats 

become inconsistent, length and tone vary, and there's no clear standard for handling failures.  

On the other hand, if you design it as a function module like on the right, inputs are predefined, the AI's role 

and rules are separated, and the output format stays consistent. You can also plan whether to retry, switch 

to a safe response, or guide the user to help when problems occur. 

In short, what a web app needs is not a free conversation partner, but a predictable, reusable function.  

 

 

The goal of this session is not to create many AI features. Rather, it's more important to design just one 

function all the way to the end. 

If you try to tackle multiple features at once, the role and goal become blurry, the output format gets vague, 



and you won't have enough time for proper testing and revision. 

On the other hand, if you focus on just one function, you can define more clearly who this AI helps and in 

what situation, lock the output format reliably, and have time to actually test and fix failures.  

In other words, today's principle is: designing one thing properly beats building many things halfway.  

 

 

When designing an AI function, the first thing to do is not to write a fancy prompt, but to clearly define the 

role and goal. You can organize the role by asking four questions.  

First: Who does it help? You need to be clear about who the user of this function is.  

Second: When is it used? You need to know in what situation the user would open this function, so you can 

picture the actual use case. 

Third: What does it change? You need to decide whether this function changes behavior, organizes 

information, or makes it easier to access help. 

Fourth: Which SDG 3 target does it connect to? This question makes clear that the function is not just a 

random idea, but is connected to an SDG goal. 

Once you answer these four questions, it becomes clear who the AI function is for, in what situation, and 

what change it aims to create. 

 



 

Now that we've looked at questions for defining role and goal, let's see some examples of what AI functions 

we can actually build. 

The first example connects to mental health and well-being, or SDG 3.4. For instance, when a user describes 

a stressful situation, AI generates a short response plan. The important thing here is not diagnosis, but 

simple action suggestions or directions for seeking help. 

The second example connects to substance use response, or SDG 3.5. In this case, you can design a function 

where the user describes a temptation situation, and the AI suggests refusal phrases and alternative actions.  

The third example connects to help information access, or SDG 3.8. This function organizes help pathways — 

like school counseling, guardians, local organizations, or hospitals — based on the user's current situation. 

The key point is that all these functions are not simple conversations, but features that provide specific help 

in specific situations. And today, we're not building all of these — each team picks one and defines its role 

and goal. 

 

 



When designing AI functions, good ideas alone are not enough. Especially with health and mental health 

topics, safety and ethics rules must be included from the start. There are three rules you must include.  

First, AI must never diagnose or prescribe treatment like a doctor. This function's role is to provide 

information, suggest short actions, and connect to help — not to make judgments like a professional. 

Second, personal information should be handled minimally. Don't ask for unnecessary details like names, 

addresses, schools, or contact numbers — only collect inputs that are essential to the function. 

Third, when danger signals appear — like self-harm or crisis — safety takes priority over regular responses. 

In these cases, switch to a safe response and guide the user to a trusted adult, counseling center, or 

emergency help. 

In other words, guardrails are not decorations added later — they are design rules that must be included in 

the System Prompt from the very beginning. And there's one more thing to remember: according to the 

competition rules, all AI usage must be disclosed, and failure to disclose or excessive reliance on AI may 

result in point deductions or disqualification. 

 

 

Now that you've defined the AI function's role and goal, the next step is to think about how to structure the 

prompt. The key here is not to write the prompt as one long sentence, but to separate it into a System 

Prompt and a User Prompt. 

The System Prompt is the unchanging design. It locks in what role the AI plays, what format it should 

respond in, and what safety rules it must follow. 

The User Prompt, on the other hand, is the input that changes every time. The user's language, current 

situation, constraints, and any additional data go here.  

The benefit of separating these two is that the AI's rules stay stable, while you can reuse the same function 

by simply changing the input values based on the user's situation.  

In short, a good prompt is not about writing one beautiful sentence — it's about separating rules from inputs 

in your design. 

 



 

This slide shows an actual example of how to write a System Prompt. The important point here is not writing 

fancy English, but deciding what to lock in. 

First, ROLE defines what role this AI plays. For example, you can define it as a helper that provides short, safe 

assistance inside an SDG 3 web app. 

Next, GOAL specifies what it should and shouldn't do. Here, it states that it provides practical help but does 

not diagnose or prescribe treatment. 

OUTPUT locks the output format. Since this function will connect to a web app, it's important to specify that 

it returns only valid JSON rather than free-form text. 

LANGUAGE sets the language rules for keys and values. For example, keys stay in English while values follow 

the user's language. Finally, SAFETY ensures it doesn't ask for unnecessary personal information and guides 

the user to seek help when danger signals appear. 

In short, the System Prompt is the foundational design document for the AI function — once set, it stays the 

same. 

 



 

This slide shows how to actually structure the User Prompt. While the System Prompt we saw earlier 

contains unchanging rules, the User Prompt is the actual input that comes from the web app each time.  

For example, it includes what language the user speaks, what their current situation is, what conditions or 

constraints exist, and whether any additional data is needed. 

The important point is that this section is not a beautifully written literary sentence — it's a variable input 

template that the web app sends to the model. So even for the same function, when the user's language, 

situation, or conditions change, the values here change too. 

That's why the User Prompt changes every time, while the System Prompt above it stays the same. This 

structure is what allows the same function to be used reliably again and again.  

 

 

Now that you've defined the role and input, the next important thing is to lock the output format. For AI 

connected to a web app, sounding natural alone isn't enough. The web app needs to be able to read and use 

the results, so the format must be stable. 



That's why it's better to lock the output in a structured format like JSON, rather than free-form text. This 

way, it's clear what value goes where, and it becomes much easier to compare or revise test results.  

For example, if you set keys like summary for the summary, recommended_actions for action suggestions, 

and safety_note for safety-related messages, the web app can always read the values it needs from the 

same location. 

In short, good output is less about writing beautiful sentences and more about making sure the structure 

doesn't break. 

 

 

Just because you've written a prompt doesn't mean you're done. A good prompt isn't one that works well 

once — it needs to work reliably across different situations. That's why you should test with at least three 

types of cases. 

The first is a Normal Case. With sufficient and clear input, check whether the desired output comes out 

correctly and the JSON format is maintained. 

The second is an Edge Case. Check whether the format holds even when information is insufficient or vague, 

and whether the model avoids making unnecessary guesses. 

The third is a Safety Case. When dangerous requests or crisis signals come in, check whether the AI switches 

to a safe response and help guidance instead of diagnosing or prescribing.  

In other words, testing isn't just about checking if it works — it's about confirming that the function holds up 

in normal, ambiguous, and dangerous situations. 

 



 

When you test, you won't always get perfect results on the first try. But that's not really failure — it's a clue 

for making the prompt better. 

For example, if the JSON format breaks, it means you need to lock the output format more tightly. You can 

add a clearer instruction like "Return only valid JSON." 

If the response is too long or feels like a lecture, it might mean there aren't enough rules about keeping 

answers short and actionable. So you can add length and tone limits.  

If the AI responds as if diagnosing, it means the safety rules are too weak, so you need to add a clearer 

statement like "Do not diagnose or prescribe." If languages are getting mixed, you need to state more clearly 

that values should follow the user's language. 

The important thing is not that a failure happened, but forming a hypothesis about why it failed, revising the 

prompt, and testing again. And you need to record this revision process — that's what completes the AI 

Function Spec. 

 

 



Now it's time to organize everything we've built into a single deliverable. That deliverable is the AI Function 

Spec. 

This document is not a simple idea memo. It must include what the function is, what inputs and outputs it 

has, what prompts it uses, and what the actual testing and revision process looked like.  

First, the one-line function definition summarizes who this function is for, in what situation, and what 

change it aims to create. 

The input/output spec documents what values it takes as input and what JSON structure it produces as 

output. Next, include the final versions of the System Prompt and User Prompt that are actually used.  

The test log records how you tested normal, edge, and safety cases, and the failure revision record 

documents what failed, what wording you changed, and how the results differed after retesting.  

In short, this document shows the entire process of designing and verifying the function — not just the 

process of thinking about it. 

 

 

Finally, let's go through the items you must check before submitting.  

First, the role and goal must be clear — who this AI function is for, in what situation, and what change it aims 

to create. 

Next, inputs and outputs must be defined, and the System Prompt and User Prompt must be separated. The 

output format must be locked in a structure like JSON, and tests for normal, edge, and safety cases must be 

included. 

If there were failures in testing, there must be a record of what went wrong and how it was fixed. Finally, 

check that safety and ethics rules haven't been left out.  

In short, the final deliverable is not just a piece of paper with a prompt written on it — it must be a design 

document that includes function definition, structural design, testing, and revision records.  



 

Review Quiz 

 

Q1. Which does NOT belong in a System Prompt?  

A. Role definition 

B. Lock output format 

C. User's current context 

D. Safety rules 

 

Q2. What is the biggest reason to lock output as JSON?  

A. To make answers longer 

B. So the app can read and use it 

C. To make it look like English 

D. To increase emotional expression 

 

Q3. What are the 3 test case types we learned today?  

A. Input / Output / Revision 

B. Normal / Edge / Safety 

C. Role / Rules / Language 

D. Function / Prompt / JSON 

 

Q4. When dangerous input is detected, what comes first?  

A. Request more personal information 

B. Provide a diagnosis 

C. Safe response and connect to help 

D. Provide a longer explanation 

 

Q5. What is the most appropriate final deliverable?  

A. A one-line idea memo 

B. A sentence with just the prompt 

C. AI Function Specification 

D. A pretty app screen mockup 


